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UNIT-I 
 

Retrieval Strategies 

 
 
 
 

 Information Retrieval System is a system it is a capable of storing, maintaining from a 

system. and retrieving of information. This information May Any of the form that is 

audio, video ,text. 

 

 Information Retrieval System is mainly focus electronic searching and retrieving of 

documents. 

 

 Information Retrieval is a activity of obtaining relevant documents based on user needs 

from collection of retrieved documents. 
 

 

 

 
 
 
 
 



 
 
 

 A static, or relatively static, document collection is indexed prior to any user query. 

 A query is issued and a set of documents that are deemed relevant to the query are ranked 

based on their computed similarity to the query and presented to the user query. 

 Information Retrieval (IR) is devoted to finding relevant documents, not finding simple 

matches to patterns. 

 A related problem is that of document routing or filtering. Here, the queries are static and 

the document collection constantly changes. An environment where corporate e-mail is 

routed based on predefined queries to different parts of the organization (i.e., e-mail 

about sales is routed to the sales department, marketing e-mail goes to marketing, etc.) is 

an example of an application of document routing 

 
RETRIEVAL STRATEGIES 
 

Retrieval strategies assign a measure of similarity between a query and a document. These 

strategies are based on the common notion that the more often terms are found in both the 

document and the query, the more "relevant" the document is deemed to be to the query. Some of 

these strategies employ counter measures to alleviate problems that occur due to the ambiguities 

inherent in language-the reality that the same concept can often be described with many different 

terms. 

A retrieval strategy is an algorithm that takes a query Q and a set of documents D1 , D2 , ... , Dn 

and identifies the Similarity Coefficient SC(Q,Di) for each of the documents 1 :s: i :s: n 

Example of Similarity Coefficient 

Consider a case insensitive query and document collection with a query Q and a 
document collection consisting of the following three documents: 

Q: "gold silver truck" 

D l : "Shipment of gold damaged in a fire" 

D2 : "Delivery of silver arrived in a silver truck" 

D3: "Shipment of gold arrived in a truck" 



In this collection, there are three documents, so d = 3. If a term appears in only one of the three 

documents, its idfis log d~j = logf = 0.477. Similarly, if a term appears in two of the three 

documents its idfis log ~ = 0.176, and a term which appears in all three documents has an idf of 

log ~ = o. The idf for the terms in the three documents is given below: 

 

idfa = 0 
idfarrived = 0.176 
idfdamaged = 0.477 
idfdelivery = 0.477 
idfJire = 0.477 
idfin = 0 
idfof = 0 
idfsilver = 0.477 
idfshipment = 0.176 
idftruck = 0.176 
idfgold = 0.176 
 
 
 
Probabilistic Retrieval Strategies: 

1. Simple Term Weights. 
2. Non binary independent model. 
3. Language model. 

 
The use of term weights is based on the Probability Ranking Principle (PRP),which assumes that 

optimal effectiveness occurs when documents are ranked based on an estimate of the probability 

of their relevance to a query The key is to assign probabilities to components of the query and 

then use each of these as evidence in computing the final probability that a document is relevant 

to the query. 

 
The non-binary independence model term frequency and document length, somewhat naturally, 

into the calculation of term weights . Once the term weights are computed, the vector space 

model is used to compute an inner product for obtaining a final similarity coefficient. The simple 

term weight approach estimates a term's weight based on whether or not the term appears in a 

relevant document. Instead of estimating the probability that a given term will identify a relevant 

document, the probability that a term which appears if times will appear in a relevant document 

is estimated. 



A statistical language model is a probabilistic mechanism for "generating" a piece of text. It thus 

defines a distribution over all the possible word sequences. The simplest language model is the 

unigram language model, which is essentially a word distribution. More complex language 

models might use more context information (e.g., word history) in predicting the next word if the 

speaker were to utter the words in a document, what is the likelihood they would then say the 

words in the query. 

 

To avoid the problem caused by terms in the query that are not present in a document, various 

smoothing approaches exist which estimate non-zero values for these terms. One approach 

assumes that the query term could occur in this model, but simply at no higher a rate than the 

chance of it occurring in any other document. 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 



UNIT-II  

RETRIEVAL UTILITIES 

 
 
Utilities improve the results of a retrieval strategy. Most utilities add or remove terms from the 

initial query in an attempt to refine the query. Others simply refine the focus of the query by 

using subdocuments or passages instead of whole documents. The key is that each of these 

utilities (although rarely presented as such) are plug-and-play utilities that operate with any 

arbitrary retrieval strategy. 

 

The utilities identified are: 

 

Relevance Feedback-The top documents found by an initial query are identified as relevant. 

These documents are then examined. They may be deemed relevant either by manual 

intervention or by an assumption that the top n documents are relevant. Various techniques are 

used to rank the terms. The top t terms from these documents are then added back to the original 

query. 

 

Clustering-Documents or terms are clustered into groups either automatically or manually. The 

query is only matched against clusters that are deemed to contain relevant information. This 

limits the search space. The goal is to avoid non-relevant documents before the search even 

begins 

 

N-grams-The query is partitioned into n-grams (overlapping or non-overlapping sequences of n 

characters). These are used to match queries with the document. The goal is to obtain a "fuzzier" 

match that would be resilient to misspellings or optical character recognition (OCR) errors. Also, 

n-grams are language independent. 

 

Thesauri-Thesauri are automatically generated from text or by manual methods. The key is not 

only to generate the thesaurus, but to use it to expand either queries or documents to improve 

retrieval. 



 

Regression Analysis- Statistical techniques are used to identify parameters that describe 

characteristics of a match to a relevant document. These can then be used with a regression 

analysis to identify the exact parameters that refine the similarity measure. 

 

Relevance Feedback 

A popular information retrieval utility is relevance feedback. The basic premise is to implement 

retrieval in multiple passes. The user refines the query in each pass based on results of previous 

queries. Typically, the user indicates which of the documents presented in response to an initial 

query are relevant, and new terms are added to the query based on this selection. Additionally, 

existing terms in the query can be re-weighted based on user feedback. 

 

 
 
 
 
 
 
 
 
 
 
 
Clustering: 
 
Document clustering attempts to group documents by content to reduce the search space required 

to respond to a query. 

 Result Set Clustering 

 Hierarchical Agglomerative Clustering 

 Single Link Clustering 

 
N-grams: 
Term-based search techniques typically use an inverted index or a scan of the text. Additionally, 

queries that are based on exact matches with terms in a document perform poorly against 

corrupted documents. This occurs regardless of the source of the errors-either OCR (optical 

character recognition) errors or those due to misspelling. To provide resilience to noise, n-grams 



were proposed. The premise is to decompose terms into word fragments of size n, then design 

matching algorithms that use these fragments to determine whether or not a match exists.

 

N-grams have also been used for detection and correction of spelling errors and text 

compression. A survey of automatic correction techniques is found in. Additionally, n

were used to determine the authorship of documents.

 

Regression Analysis: 

Another approach to estimating the probability of relevance is to develop variables that describe 

the characteristics of a match to a relevant document. Regression analysis is then used to 

the exact parameters that match the training data.

Thesauri: 

One of the most intuitive ideas for enhancing effectiveness of an information retrieval system is 

to include the use of a thesaurus. Almost from the dawn of the first information retrie

in the early 1960's, researchers focused on incorporating a thesaurus to improve precision and 

recall. The process of using a thesaurus to expand a query is illustrated in Figure

 

 

 

 

 

 

A hand-built thesaurus might cover general terms, but it 

document collection has many terms that do not occur in a general purpose thesaurus. To avoid 

the need for numerous hand-built domain

implemented. 
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UNIT-III 

Semantic Networks: 

 

Semantic networks are based on the idea that knowledge can be represented by concepts which 

are linked together by various relationships. A semantic network is simply a set of nodes and 

arcs. The arcs are labelled for the type of relationship they represent. Factual information 

about a given node, such as its individual characteristic (color, size, etc.), are often stored in a 

data structure called a frame. The individual entries in a frame are called slots . 

Distance Measures: 

To compute the distance between a single node in a semantic network and another node, a 

spreading activation algorithm is used. A pointer starts at each of the two original nodes and 

links are followed until an intersection occurs between the two points. The shortest path between 

the two nodes is used to compute the distance. Note that the simple shortest path algorithm does 

not apply here because there may be several links that exist between the same two nodes. The 

distance between nodes a and b is:  Distance (a , b) = minimum number of edges separating a and 

b. 

Parsing: 

The ability to identify a set of tokens to represent a body of text is an essential feature of every 

information retrieval system. 

 Single Terms 
 Simple Phrases 
 Complex Phrases 
 Syntactic Parsing 

 

Cross-Language Information Retrieval: 

 

Cross-Language Information Retrieval (CUR) is quickly becoming a mature area in the 

information retrieval world. The goal is to allow a user to issue a query in language L and have 

that query retrieve documents in language L'. The idea is that the user wants to issue a single 



query against a document collection that contains documents in a myriad of languages. An 

implicit assumption is that the user understands results obtained in multiple languages. If this is 

not the case, it is necessary for the retrieval system to translate the selected foreign language 

documents into a language that the user can understand. 

 

The key difference between CUR and monolingual information retrieval is that the query and the 

documents cannot be matched directly. In addition to the inherent difficulty in matching the 

inherent style, tone, word usage, and other features of the query with that of the document, we 

must now cross the language barrier between the query and the document. focuses on the core 

problems involved in crossing the language barrier.. 

Evaluation: 

Different measures are used to evaluate the performance of cross-language information retrieval 

systems. The most obvious is simply to compute the average precision of the cross-language 

query. 

Another approach is to compute the percentage of monolingual performance. This can 

occasionally be misleading because the techniques used to achieve a given monolingual 

performance may be quite different than those used for cross-language performance. 

Straightforward techniques typically result in 50% of monolingual performance, but the CUR 

literature contains results that exceed 100% because of the inherent query expansion that occurs 

when doing a translation. 

 

 

 

 

 

 



UNIT-IV 

EFFICIENCY 

Retrieval strategies and utilities all focus on finding the relevant documents for a query. They are 

not concerned with how long it takes to find them. However, users of production systems clearly 

are concerned with run-time performance. A system that takes too long to find relevant 

documents is not as useful as one that finds relevant documents quickly. The bulk of information 

retrieval research has focused on improvements to precision and recall since the hope has been 

that machines would continue to speed up. Also, there is valid concern that there is little merit in 

speeding up a heuristic if it is not retrieving relevant documents. Sequential information retrieval 

algorithms are difficult to analyze in detail as their performance is often based on the selectivity 

of an information retrieval query. Most algorithms are on the order of O(q(tfmax)) where q is the 

number of terms in the query and t f max is the maximum selectivity of any of the query terms. 

This is, in fact, a high estimate for query response time as many terms appear infrequently (about 

half are hapax legomena, or those that occur once We are not aware of a standard analytical 

model that effectively can be used to estimate query performance. Given this, sequential 

information retrieval algorithms are all measured empirically with experiments that require large 

volumes of data and are somewhat time consuming. The good news is that given larger and 

larger document collections, more work is appearing on improvements to run-time performance. 

 

Inverted Index: 

Indexing requires additional overhead since the entire collection is scanned and substantial I/O is 

required to generate an efficiently represented inverted index for use in secondary storage. 

Indexing was shown to dramatically reduce the amount of I/O required to satisfy an ad hoc 

query. Upon receiving a query, the index is consulted, the corresponding posting lists are 

retrieved, and the algorithm ranks the documents based on the contents of the posting lists. The 

size of the index is another concern. Many indexes can be equal to the size of the original text. 

This means that storage requirements are doubled due to the index. However, compression of the 

index typically results in a space requirement of less than ten percent of the original text. The 

terms or phrases stored in the index depend on the parsing algorithms that are employed The size 

of posting lists in the inverted index can be approximated by the that the term frequency 



distribution in a natural language is such that if all terms were ordered and assigned a rank, the 

product of their frequency and their rank would be constant. 

An inverted index consists of two components, a list of each distinct term referred to as the index 

and a set of lists referred to as posting lists 

Index file: Contains the actual posting list for each distinct term in the collection. A term, t that 

occurs in i different documents will have a posting list of the form: 

 

 

 

 

 

 

 

Document file: Contains information about each distinct document---document identifier, long 

document name, date published, etc . 

Weight file: Contains the weight for each document. This is the denominator for the cosine 

coefficient-defined as the cosine of the angle between the query and document vector 

 

Query Processing: 

The query performance can be improved by modifying the inverted index to support fast 

scanning of a posting list. Other work has shown that reasonable precision and recall can be 

obtained by retrieving fewer terms in the query. Computation can be reduced even further by 

eliminating some of the complexity found in the vector space model. 

 



Signature Files : 

The use of signature files lies between a sequential scan of the original text and the construction 

of an inverted index. A signature is an encoding of a document. The idea is to encode all 

documents as relatively small signatures. Once this isdone, the signatures can be scanned instead 

of the entire documents 

Duplicate Document Detection: 

A method to improve both efficiency and effectiveness of an information retrieval system is to 

remove duplicates or near duplicates. Duplicates can be removed either at the time documents 

are added to an inverted index or upon retrieving the results of a query. The difficulty is that we 

do not simply wish to remove exact duplicates, we may well be interested in removing near 

duplicates as well. However, we do not wish our threshold for nearness to be so broad that 

documents are deemed duplicate when, in fact, they are sufficiently different that the user would 

have preferred to see each of them as individual documents. For Web search, the duplicate 

document problem is particularly acute. A search for the term apache might yield numerous 

copies of Web pages about, the Web server product and numerous duplicates about the Indian 

tribe. The user should only be shown two hyperlinks, but instead is shown thousands. 

Additionally, these redundant pages can affect term and document weighting schemes. 

Additionally, they can increase indexing time and reduce search efficiency. 

 Finding Exact Duplicates 

 Finding Similar Duplicates 

 

 

 

 

 

 

 

 

 



UNIT-V 

INTEGRATING STRUCTURED DATA AND TEXT 

Work can be partitioned into systems that combine information retrieval and DBMS together, or 

systems that extend relational DBMS to include information retrieval functionality. 

Integrated solutions consist of writing a central layer of software to send requests to underlying 

DBMS and information retrieval systems. Queries are parsed and the structured portions are 

submitted as a query to the DBMS, while text search portions of the query are submitted to an 

information retrieval system. The results are combined and presented to the user. The key 

advantage of this approach is that the DBMS and information retrieval system are commercial 

products that are continuously improved. Additionally, software development costs are 

minimized. The disadvantages include poor data integrity, portability, and run-time performance. 

Data integrity is sacrificed because the DBMS transaction log and the information retrieval 

transaction log are not coordinated. If a failure occurs in the middle of an update transaction, the 

DBMS will end in a state where the entire transaction is either completed or it is entirely undone. 

Portability is sacrificed because the query language is not standard. Presently, a standard 

information retrieval query language does not exist. However, some work is being done to 

develop standard information retrieval query languages. 

Run-time performance suffers because of the lack of parallel processing and query optimization. 

Although most commercial DBMS have parallel implementations, most information retrieval 

systems do not. 

 

Information Retrieval as a Relational Application : 

Initial extensions are based on the use of a QUERY(term) relation that stores the terms in the 

query, and an INDEX (DocId, term)relation that indicates which terms appear in which 

documents 

 



Pre-processing: 

Input text is originally stored in source files either at remote sites or locally on CD-ROM. For 

purposes of this discussion, it is assumed that the data files are in ASCII or can be easily 

converted to ASCII with SGML markers. SGML markers are a standard means by which 

different portions of the document are marked. The markers in the working example are found in 

the TIPSTER collection which was in previous years as the standard dataset for TREC. These 

markers begin with a < and end with a > (e.g., <TAG).A pre-processor that reads the input file 

and outputs separate flat files is used. Each term is read and checked against a list of SGML 

markers. The main algorithm for the pre-processor simply parses terms and then applies a hash 

function to hash them into a small hash table. If the term has not occurred for this document, a 

new entry is added to the hash table. Collisions are handled by a single linked list associated with 

the hash table. If the term already exists, its term frequency is updated. When an end-of-

document marker is encountered, the hash table is scanned. For each entry in the hash table a 

record is generated. The record contains the document identifier for the current document, the 

term, and its term frequency. Once the hash table is output, the contents are set to NULL and the 

process repeats for the next document. 

After processing, two output files are stored on disk. The output files are then bulk-loaded into a 

relational database. Each file corresponds to a relation. The first relation, DOC, contains 

information about each document. The second relation, INDEX, models the inverted index and 

indicates which term appears in which document and how often the term has appeared. These 

two relations are built by the pre-processor. 

The relations are: 

 INDEX(DocId, Term, TermFrequency) 
 DOC(DocId, DocName, PubDate, Dateline) 

 

Relevance Feedback in the Relational Model 

Relevance feedback can be supported using the relational model. Recall, relevance feedback is 

the process of adding new terms to a query based on documents presumed to be relevant in an 



initial running of the query. Separate SQL statements were used for each of the following steps: 

Step 1: Run the initial query. This is done using the SQL we have just described. 

Step 2: Obtain the terms in the top n documents. 

 

DISTRIBUTED INFORMATION RETRIEVAL: 

Until now, we focused on the use of a single machine to provide an information retrieval service 

and the use of a single machine with multiple processors to improve performance. Although 

efficient performance is critical for user acceptance of the system, today, document collections 

are often scattered across many different geographical areas. Thus, the ability to process the data 

where they are located is arguably even more important than the ability to efficiently process 

them. Possible constraints prohibiting the centralization of the data include data security, their 

sheer volume prohibiting their physical transfer, their rate of change, political and legal 

constraints, as well as other proprietary motivations. One of the latest popular processing 

infrastructures is the "Grid". The grid is named after the global electrical power grid. In the 

power grid, appliances (systems in our domain) simply "plug in" and immediately operate and 

become readily available for use or access by the global community. A similar notion in modem 

search world is the use of Distributed Information Retrieval Systems (DIRS). DIRS provides 

access to data located in many different geographical areas on many different machines. In the 

early 1980's, it was already clear that distributed information retrieval systems would become a 

necessity. Initially, a theoretical model was developed that described some of the key 

components of a distributed information retrieval system. 

 

 

 

 

 



 

 

 

 

 

 

 

 

 

 

 

A Theoretical Model of Distributed Retrieval

 Centralized Information Retrieval System Model

 Distributed Information Retrieval System Model

 

Web Search 

 

Search tools that access Web pages via the Internet are prime examples of the 

many of the algorithms and heuristics. These systems are, by nature, distributed in that they 

access data stored on Web servers around the world. Most of these systems have a centralized 

index, but all of them store pointers in the form o

systems service tens of millions of user queries a day, and all of them index several Terabytes of 

Web pages. 

A Theoretical Model of Distributed Retrieval: 

Centralized Information Retrieval System Model 

Distributed Information Retrieval System Model 

Search tools that access Web pages via the Internet are prime examples of the implementation of 

many of the algorithms and heuristics. These systems are, by nature, distributed in that they 

access data stored on Web servers around the world. Most of these systems have a centralized 

index, but all of them store pointers in the form of hypertext links to various Web servers. These 

systems service tens of millions of user queries a day, and all of them index several Terabytes of 

implementation of 

many of the algorithms and heuristics. These systems are, by nature, distributed in that they 

access data stored on Web servers around the world. Most of these systems have a centralized 

f hypertext links to various Web servers. These 

systems service tens of millions of user queries a day, and all of them index several Terabytes of 



 Evaluation of Web Search Engines 
 High Precision Search 
 Query Log Analysis 
 Page Rank 
 Improving Effectiveness of Web Search Engines 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 



QUESTION BANK 
 

INFORMATION RETRIEVAL SYSTEMS 

UNIT-I 

 

1. Explain Precision and Recall.         
2. Define Incorporating Term Frequency with example.        
3.  Explain key concerns with Probabilistic Retrieval Strategies.    
4.  Find the Pavg(t) and Rt,d for the following query using Language Model method  

Query: “gold silver truck”  
a. D1: “shipment of gold damaged in a fire”  
b. D2: “delivery of silver arrived in a silver truck”  
c. D3: “shipment of gold arrived in a truck”       

5. What is smoothing in language model? Explain. 
6. Explain about retrieval strategies and their categories. 
7. Explain about vector space model in detail.   

 
UNIT-II 

 
1. What is Ward's method in clustering? Give example.     
2.  Explain how Thesaurus is used to expand a query.      
3.  Explain about the use of manually generated Thesauri.     
4. Explain in detail how clustering technique is used for generating Thesaurus. 
5. Consider the following example and find the Term co-occurrence  [10] 

a. D1 : “a dog will bark at a cat in a tree”  
b. D2 : “ants eat the bark of a tree” 

 
UNIT-III 

1. Define Semantic network.         
2.  Write a short note on parsing.        
3.  Explain how parsing of single terms is performed in information retrieval  
4.  Explain in detail about K-Distance measure  
5. Explain about Pharse Translation 
 

UNIT-IV 

 
1.  Define Signature files.         
2. How do you perform Duplicate Document Detection in detail?    



3. Explain in detail the partial result set retrieval and vector space simplifications  
4. Write a short note on inverted index        
5. Explain in detail how can we improve efficiency of an index compression  

 
UNIT-V 

1. Explain in detail about centralized information retrieval system model.   
2. Explain in detail about page rank calculation.      
3. Explain how relational DBMS can be extended in order to include information retrieval 

functionality using historical Progression approaches.    
4. Explain about Query Log Analysis.  
5. What is a Distributed information retrieval? Explain about distributed information 

retrieval system model? 
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UNIT-I 

 
  

1.  What is a non-binary independence model?     [2] 
2.  What is a term frequency and normalized term frequency? Write down their equations. 

        [3] 
3.  Explain about vector space model in detail.     [10] 
4. Explain about retrieval strategies and their categories.   [5] 
5.  What is smoothing in language model? Explain.    [5] 

 

 

 

UNIT-II 

 

 
   

1.  What is Ward's method in clustering? Give example.   [2] 
2.  Explain how Thesaurus are used to expand a query.    [5] 
3.  Explain about the use of manually generated Thesauri.   [5] 
4. Explain about:  

a) Resultset clustering b) Hierarchical Agglomerative clustering [3+4+3] 
c) Rocchio clustering 

 
 
 
 
 
 



 
 
 

UNIT-III 

 
   
  

1. What are semantic networks?        [2] 
2. What is comparable corpus and parallel corpus?    [3] 
3. What are the four core questions to cross the language barrier?  [5] 
4.  Explain about document translations and query translations   [5] 
5.  Explain the following in semantic networks     [5+5] 

 a) R-distance b) K-distance 

 

UNIT-IV 

  
1.  Give an example that improves the effectiveness of Information retrieval system.   [2] 
2.  What is meant by query processing       [2] 
3.  What is a signature and how to construct signature file.    [3] 
4.  Discuss about Duplicate document detection.              [10] 
5. Explain about fixed length and variable index compression.             [10] 

 
 

UNIT-V 

 
 
 

1.  What is high-precision search?         [2] 
2.  What is structured data and what is the use of XML?    [3] 
3. What is distributed document retrieval? Explain the theoretical model of distributed 

retrieval.                    [10] 
4. Explain briefly about advantages and disadvantages of combining systems of DBMS and 

Information retrieval.        [5] 
5. Explain about Relevance feedback in relational model.    [5] 


